
A Sequential Monte Carlo Approach to the Random-Coefficient

Logit Demand Models

Xing Zhang

⇤†

November 24, 2015

Abstract

The random-coefficient logit models of demand proposed by Berry, Levinsohn and Pakes
(1995) are widely applied to solve important economic issues, such as merger analysis. On the
other hand, estimation of these models involve nontrivial numerical optimization of the GMM
criterion, which motivates the development of the more robust Mathematical Program with
Equilibrium Constraints (MPEC) algorithm by Dube, Fox and Su (2012, DFS). I find that
MPEC still converges to multiple local optima for the more general demand specification in
which the observable demographics are incorporated. To get around this difficulty, I propose a
quasi-Bayesian approach that formulates the quasi-posterior in the spirit of Chernozhukov and
Hong (2003) and implements the sampling with a density-tempered sequential Monte Carlo
(SMC) approach. The advantage of this algorithm lies in both the stochastic exploratory
nature of the process that is not vulnerable to the presence of multiple local optima and the
fact that it preserves the original assumptions of the BLP IV-GMM estimator. Extending the
simulation framework developed by DFS, I demonstrate the usefulness of the SMC method
in contrast to MPEC and a comparable Markov chain Monte Carlo approach. SMC not only
provides a reliable and informative estimation for each scenario, but in addition has the merit
of fast computation due to the utilization of modern parallel computing technology.
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1 Introduction

The random-coefficient (RC) logit demand model introduced by Berry, Levinsohn and Pakes
(1995, henceforth, BLP) is one of the most influential structural models in the field of empirical
industrial organization. It has been widely applied to analyze important economic issues, such as
post-merger predictions and the introduction of new products1. There are two primary features
that contribute to its popularity. First, the model introduces the taste heterogeneity for observed
product characteristics, creating more realistic substitution patterns than the alternative simple
logit or generalized extreme-value models. Second, its inclusion of the product-specific demand
shock allows for the application of IV-GMM estimation, which eliminates the biases caused by
endogenous product characteristics.

Despite its theoretical appeal of flexible substitution patterns and the addressed endogeneity,
the implementation of BLP RC logit models is nontrivial. Due to the nonlinear and hard-to-
characterize GMM criterion function, the parameter estimates can only be obtained numerically
with nonlinear optimization algorithms. The initial prominent algorithm, the nested fixed point
approach (NFP), involves 1) an inner loop to compute the product-specific utility with fixed-
point iterations and 2) an outer loop to perform an unconstrained optimization of the nonlinear
GMM criterion. The NFP algorithm, however, is numerically unstable. This instability primarily
stems from the execution of the inner loop with a loose tolerance of convergence. Specifically, a
less stringent threshold gives rise to the inner-loop error, which propagates into the outer-loop
GMM objective function and its derivatives and, hence, causes the failure of convergence reported
by solvers (Dube, Fox and Su 2012). But even with a stringent inner-loop tolerance, the outer-
loop optimization conducted by various solvers converges to both non-optimal and locally-optimal
points (Knittel and Metaxoglou 2014). In an attempt to improve NFP’s numerical performance,
Dube, Fox and Su (2012) propose a new algorithm, Mathematical Program with Equilibrium
Constraints (MPEC), which formulates the GMM problem as a constrained optimization. By
recasting the outcome of the inner loop as a constraint, MPEC avoids the hassle of explicitly
carrying out the fixed-point iterations, leading to faster and better2 performance compared with
NFP. On the other hand, the improved algorithm still shares several major limitations of NFP.
Like all other deterministic optimization algorithms, MPEC can only find the local optima of the
criterion function, while it is well-known that the criterion function of RC logit models contains
multiple local optima (Train 2009). Thus, to find the global minimum, it is necessary to experiment
with different starting values, though there is no guarantee of finding the minimum with a finite

1A representative list of relevant studies that are published on leading economic journals can be found in Table
1 of Knittel and Metaxoglou (2014).

2Dube, Fox and Su (2012) claim that a property executed NFP with the KNITRO routines and a stringent
tolerance will be able to find the same smallest GMM value as does MPEC. Their findings are based on the simulated
data set and the semi-fabricated data set provided by Nevo (2000b). However, in the experiment conducted by
Knittel and Metaxoglou (2014) with the automobile data set by BLP, such execution fails to find the lowest GMM
value.
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number of searches. An additional issue is that a large proportion of the optimization is handed
over to a black-box style solver and even for the same algorithm, the results carried out by different
solvers differ3. Furthermore, the deterministic optimization only gives a set of coefficients that
correspond to the lowest GMM value. The inferences are conducted separately following the
procedures set up for the classical extremum estimator.

The above limitations can be resolved using Bayesian methods. Their stochastic search process
overcomes the problem caused by the presence of multiple local optima. Also, there is no need
to conduct separate inferences; the standard deviations can be computed simultaneously with
the point estimates. There are Bayesian approaches applied to RC logit models in order to
address the aforementioned issues. The existing literatures rely exclusively on Markov Chain
Monte Carlo (MCMC) methods to simulate from the posterior distribution. However, to adapt
a likelihood-based Bayesian approach to the GMM-based BLP models, restrictive distributional
assumptions are imposed. For instance, Chen and Yang (2007) force the product-specific demand
shock to be zero. Also, Jiang, Manchanda and Rossi (2009) propose a full likelihood approach
with the normality assumption of the common demand shock. Another less obvious drawback is
that the performances of the MCMC approaches are benchmarked against the GMM estimates
implemented by the NFP algorithm, which has been demonstrated to be unreliable and inferior
to MPEC. In order to both preserve the original assumptions of the BLP model, and at the
same time fully utilize the advanced computation technique of Bayesian statistics, I apply an
exponential transformation of the GMM criterion to form a quasi-posterior likelihood in the spirit
of Chernozhukov and Hong (2003). They carry out estimation by sampling from this quasi-
posterior with MCMC methods and demonstrate that the quasi-Bayesian estimators formed in this
way are, under mild regularity conditions,

p
n-consistent and asymptotically normal. As a result,

this approach does not requires any extra assumption as opposed to full Bayesian methods. I
employ the same quasi-posterior but use a more efficient simulation technique - a density-tempered
Sequential Monte Carlo (SMC) approach. For the purpose of comparison, I also conduct MCMC.

The paper makes two contributions to the literature. The main contribution is that it is the
first to apply the density-tempered SMC approach to BLP RC logit demand models. Compared
with MCMC, the density-tempered SMC has three significant advantages in terms of convergence
requirement, Monte Carlo errors and computation speed. Unlike MCMC which relies critically on
the convergence of the Markov chain to the target distribution, density-tempered SMC delivers
exact draws from the target distribution. Also, the independence of the samplers not only results
in smaller Monte Carlo errors but also allows for the utilization of the modern technology of
parallel computation to boost computation speed. The density-tempered SMC method, originally
proposed by Del Moral, Doucet and Jasra (2006), builds a sequence of tempering densities for
the transition from an easy-to-sample prior to a complicated target distribution from which it

3Dube, Fox and Su (2012, footnote 9) claim that MATLAB’s included solvers, fminunc and fmincon, often fail
to converge to a local minimum.
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is often impossible to directly sample. Different tempering schemes have since been developed,
but they have been almost exclusively framed for and demonstrated with state-space time-series
models. This paper adopts the most updated framework of Duan, Fulop and Hsieh (2015) to
BLP models. In particular, the authors utilize an informative initialization sampler and construct
the density tempering sequence as a series of densities that lie between the initialization sampler
and the target distribution. In addition, they use independent normal distributions with means
and variances of the current samples as the proposal densities for the support boosting step. I
borrow their framework of the initialization sampler and the tempering densities, but replace the
normal proposal densities with the random-walk Metropolis-Hastings algorithm to accommodate
the non-normality of the posterior distributions. Given that the pseudo-likelihood uses the same
GMM criterion function as MPEC, the efficiency properties of the SMC approach are likely to be
very similar to those of MPEC. Consequently, the paper provides a direct comparison between
the Bayesian approach and the deterministic optimization approach. The second contribution of
the paper is that it is the first to have Bayesian methods to BLP models benchmarked against the
performance of MPEC, as opposed to NPF. Without a proper implementation of fixed-point iter-
ations in NPF, the previous evaluations of Bayesian approaches against the optimization method
can be flawed from the start. It is the comparison with MPEC that is more informative of the
real capability of the deterministic optimization approach. Moreover, with the inclusion of a com-
parable MCMC approach with a multi-block random-walk Metropolis-Hastings algorithm, the
analysis provides accurate and comprehensive research on the methods to the GMM-based RC
logit models.

To demonstrate the power of the density-tempered SMC method, I conduct simulations based
on the framework by Dube, Fox and Su (2012) that models the tastes of product attributes as
independent and random. This is a common specification in the empirical literature. For instance,
Bonnet and Dubois (2010), Copeland, Dunn and Hall (2011) and Conlon and Mortimer (2014)
all assume that the random coefficients follow independent normal distributions. In this paper,
I call this specification the independent RC logit model. Moreover, I include another widely
applied specification where the observable demographics are included. Examples of empirical
applications include Nevo (2000a, 2000b), Villas-Boas (2007), Amantier and Richard (2008)4,
Nakamura and Zerom (2010). The inclusion of demographics that interact with the attributes
captures the correlation between random tastes, and thus I call this specification the correlated

RC logit model. In the data generating process, the correlation between two nonzero exogenous
product characteristics are set up as -0.8. Such a high magnitude of correlation causes a problem
for the estimation of the correlated RC logit model (detailed in Section 5). Consequently, for
that model, I add a scenario with the correlation modified to -0.4. I apply SMC, MCMC and
MPEC to the three specifications. The simulations with demographics highlight the existence of
multiple local optima, which calls for Bayesian approaches. Between MCMC and SMC, the latter

4Amantier and Richard (2008) also models a nonzero correlation between two of the unobservable demographics.
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is more robust in the sense that the validity of the estimation does not reply on the convergence
to the quasi-posteriors; it is an exact sampling from the target densities. Moreover, the SMC
approach requires much less computation time thanks to the powerful parallel computing. It
takes on average 1/10 the time of the MCMC method. Throughout the paper, parallel computing
is executed by MATLAB, which exploits the multi-core CPU technology. The computation speed
can be further enhanced by utilizing CUDA-enabled graphics processing units (GPUs).

The remainder of the paper is organized as follows: Section 2 presents the BLP RC logit model.
Section 3 discusses the optimization algorithms NFP and MPEC with the focus on MPEC. Section
4 outlines the density-tempered SMC approach and the comparable MCMC algorithm. I provide a
detailed analysis of the estimation results using the different approaches in Section 5. Limitations
of the paper are discussed in Section 6. Section 7 concludes. Appendix A.1 gives the details of
the simulation framework. A.2 demonstrates the effect of different initialization samplers using
the independent RC logit model. All tables and figures are included in the appendix.

2 The Demand Model

BLP-style RC logit demand models assume that the utility that consumer i derives from
consuming one unit of product j in market t is equal to

u
ijt

= x
jt

✓x
i

� ✓p
i

p
jt

+ ⇠
jt

+ ✏
ijt

, j = 1, ..., J, t = 1, ..., T (1)

where x
jt

is a K-dimensional (row) vector of product characteristics of product j in market t and
p
jt

is the market price. ⇠
jt

is the unobservable (to econometricians) product characteristics and
✏
ijt

stands for the unobservable idiosyncratic logit shock. To account for individual heterogeneity,
the following random coefficient model is often considered in the literature

"
✓x
i

✓p
i

#
=

"
✓x1
✓p1

#
+⇧D

i

+ ⌃v
i

, D
i

⇠ P
D

(D), v
i

⇠ P
v

(v) (2)

where D
i

is a d⇥ 1 vector of observable demographics following the distribution P
D

and v
i

is
a (K + 1) ⇥ 1 vector of unobservable demographics following the distribution P

v

. ⇧ and ⌃ are
the matrices of parameters specifying the effects of observable and unobservable demographics
on individual valuations. It is very common in the empirical industrial organization literature to
impose the restriction that ⌃ is a diagonal matrix and the correlation between random tastes will
be captured by ⇧d

i

5. I call (2) the general specification of the correlated RC logit model. With the
assumption that ⇧ = 0, the random tastes are uncorrelated and thus I name the specification the

independent RC logit model. In general, ✓1 =
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are called linear parameters

5Alternatively, the random taste correlation can be captured by off-diagonal elements in ⌃. For example, see
Jiang, Manchanda and Rossi (2009).
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and nonlinear parameters respectively, which are named after the way they enter into the moment
conditions (Nevo 2000b).

Combining (1) and (2), the utility can be expressed as the sum of the mean utility that
is invariant across consumers, the individual specific utility and the idiosyncratic logit shock.
Formally,
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It is the term µ
ijt

that captures the correlation between choices: the correlation depends on
both product characteristics and demographics. Consequently, the model generates more realistic
substitution patterns as opposed to the simple logit and nested logit models. Also, the model
assumes that each consumer makes the decision of either buying one of the 1,...,J products in
the market or making no purchase. The utility from the non-purchase option is normalized to
✏
i0t. Thus, an individual is defined as a vector of demographics and product-specific idiosyncratic
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I extreme value distribution, they can be integrated out analytically and the aggregate market
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In practice, (6) is approximated by the taking average over N
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simulation draws. That is
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The identification condition for the GMM estimation is that the unobserved product-specific
attribute ⇠

jt

and a set of IV’s, are uncorrelated. The literature commonly assumes that the non-
price product characteristics are exogenous while prices are endogenous, because ⇠

jt

is taken into
consideration by both the demand side and the supply side, and hence affects the equilibrium
prices. With a set of appropriate instruments Z and the weighting matrix W, the GMM criterion
function is specified as
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gmm = ⇠(✓)0ZWZ 0⇠(✓) (8)

In order to obtain an expression for the error term ⇠(✓), the common strategy is to first retrieve
the mean utilities as a function of nonlinear parameters. To do so, we express the predicted market
shares in (7) as an explicit function of the mean utilities and the nonlinear parameters, spr

jt

(�
.t

; ✓2),
and then impose for each market the implicit system of equations
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For RC logit model, there do not exist analytical solutions for (9). Depending on the opti-
mization algorithms, (9) is either explicitly solved by using fixed-point iterations or recasted as
the constraints that have to be satisfied by the estimates. The details for these algorithms are left
for Section 3. Then, based on the mean utilities, we recover the structural error from the linear
relationship in (4).

Section 3 discusses the optimization algorithm MPEC. For comparison, I first go over its
predecessor NPF, which has been demonstrated to be inferior to MPEC in terms of convergence
speed and accuracy. Then I will provide the details of MPEC.

3 MPEC

3.1 NFP

Since the publication of the MATLAB code by Nevo (2000b), the NFP algorithm has been im-
plemented by numerous empirical applications of BLP RC logit models. The gist of the algorithm
is to specify the GMM criterion as an explicit function of the model parameters and conduct an
unconditional minimization of the objective function. The key to appropriately implement the
GMM criterion is to express the structural error, or equivalently the produce-specific demand
shock, as a function of the parameters. This is accomplished in two steps.

Step 1: Given a set of nonlinear parameters ✓2, solve for the corresponding mean utilities� by
inverting the system of equations in (9), which amounts to conducting the fixed-point iterations

�k+1
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= �k
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+ ln(sobs
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)� ln(spr
.t

(�k
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, ✓2)) (10)

where �k
.t

denote the kth iterate.
Step 2: Given �(✓2), ⇠ can be recovered by �(✓2) � x✓x1 + ✓p1p according to (4) and thus

specified as a function of both ✓1 and ✓2. Nevertheless, there is a way to reduce the number of
input arguments by exploiting a linear relationship of ✓1 and �(✓2) that holds at the solution. In
particular, the problem, conditional on ✓2, boils down to a classical linear regression model with
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the coefficients ✓1 to be estimated by GMM. With the instruments Z and the weighting matrix
W, the analytical solution for the GMM estimator of ✓1 is

✓1(✓2) = (X 0ZWZ 0X)�1X 0ZWZ 0�(✓2) (11)

where X is the matrix containing all the product attributes that have a linear parameter. As
a result, ✓1 is eliminated and ⇠ is expressed solely as a function of ✓2

⇠(✓2) = �(✓2)�X(X 0ZWZ 0X)�1X 0ZWZ 0�(✓2) (12)

Following the two steps, the GMM criterion function is constructed by interacting ⇠(✓2) with
the instruments Z. The nonlinear search for the minimizer of the criterion function is handed over
to a numerical solver that specializes in unconstrained optimization6.

NFP is challenged by several groups of Economists. A most demonstrative analysis is by
Metaxoglou and Knittel (2014), who provide experimental evidence that casts doubt on the va-
lidity of NFP. Specifically, they experiment with nine different numerical solvers to carry out the
unconstrained optimization based on the semi-fabricated cereal data (Nevo, 2000b) and the auto-
mobile industry data set (BLP, 1995). For the cereal data, a lower value of the GMM objective
function than what is originally reported in Nevo (2000b) is found. Mostly importantly, they
report that optimization conducted by all the nine solvers converge at non-optimal points as well
as several local optima. A more theoretical analysis by Dube, Fox and Su (2012) provides a math-
ematical proof that errors resulting from a less stringent convergence condition in the fixed-point
iteration step propagate into the objective function, causing a less reliable estimation or even
failure of convergence reported by the program.

3.2 MPEC

The alternative MPEC algorithm recasts the nonlinear GMM problem as a constrained opti-
mization. Specifically, the formulation is

min
g,✓1,✓2,�

g0Wg (13)

subject to g= Z 0(� �X✓1)

sobs = spr(�, ✓2)

⌃ > 0

Notice that there is an additional constraint g= Z 0(� �X✓1), the inclusion of which does not
change the nature of the problem and at the same time has the benefit of increasing the sparsity

6For a comprehensive list of the solvers, see Metaxoglou and Knittel (2014). Two examples are fminsearch and
fminunc.
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of the Hessian of the Lagrangian. With user-supplied analytical first-order (Jacobian) and second-
order (Hessian) derivatives7, a solver that specializes in constrained optimization8 is utilized to
search for the GMM minima.

Compared with NFP, the primary advantage of MPEC is the faster computation speed. For
NFP, the most time-consuming step is to fully carry out the fixed-point iterations for every ✓2 that
is searched by the optimizer. MPEC circumvents this tedious step by specifying it as a constraint
that has to be satisfied by the estimates. And modern optimization solvers does not impose the
constraints to be satisfied at every iteration; they only need to hold at the solution. Thus, MPEC
achieves a computation speed that is as much as ten to forty times faster for large-dimensional
problems with many markets. A less mentioned desirable aspect of MPEC is that it allows for
both ✓1 and ✓2 to be free parameters in the optimization process while NFP only searches for ✓1

and ✓2 that are bound by the relationship specified in (11). However, the identity (11) only holds
at the global minimum and ✓1 and ✓2 are theoretically independent parameters. Consequently,
an optimization algorithm that is free from such a constraint is ideologically preferable. Dube,
Fox and Su (2012) demonstrate the power of MPEC with the simulated data sets based on the
independent RC logit model as well as Nevo’s semi-fabricated cereal data set. For the simulation,
MPEC converges at a unique GMM minimum regardless of different starting values. For the
cereal data set, MPEC finds the minimum GMM value that is consistent with the one found by
Metaxoglou and Knittel (2014). The constrained optimization algorithm is widely acknowledged
to be the most efficient numerical approach for the RC logit models with GMM estimation.

Despite that MPEC is an improvement over NFP, it is still subject to some major drawbacks
that are shared by most deterministic optimization algorithms. First, it identifies only local op-
tima by design. To find the global minimum, it is necessary to experiment different starting values
and there is no guarantee that the lowest minimum is found. Second, the same program executed
by different numerical solvers can have different results. For NFP, the variation in results with
different solvers is well-documented by Knittel and Metaxoglou (2014, Figure 1). For MPEC, the
KNITRO routine and MATLAB fmincon are reportedly to give different convergence results. It
would not be a problem if the researchers have a perfect understanding of the optimization process
of each solver and are able to identify the cause of such disparity. Unfortunately, the numerical
solvers are rather complicated and are more like black boxes for most economic researchers. And
the lack of understanding compromises the reliability of the findings. Finally, deterministic op-
timization algorithms only plays the role of finding a minimum of the criterion function and the
corresponding set of coefficients. The standard errors are derived separately following the pro-
cedure for that of the extremum estimators, which call for extra coding effort in providing the

7The analytical Hessian is not necessary to ensure the accuracy of the algorithm: it is merely a speed consider-
ation. For the MPEC algorithm, I include both analytical Gradient and Hessian.

8Examples of such solvers include ktrlink provide by Ziena Optimization Inc. or fmincon in MATLAB 2014b.
Throughout the paper, I conduct MPEC with fmincon in MATLAB 2014b.
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Jacobian and Hessian9. To tackle the issues associated with MPEC, it is natural to resort to
Bayesian procedures.

4 Density-Tempered SMC

To estimate BLP RC logit models, the paper utilizes the computation technique from Bayesian
statistics. The greatest merit of Bayesian approaches is their stochastic exploratory nature that is
robust to the presence of multiple local optima. In contrast to the classical approaches that involve
optimizing some complicated criterion function, Bayesian methods only require computing simple
summary statistics from the simulation output. As a result, Bayesian posteriors provide point
estimates and standard deviations simultaneously. There are two ways to apply the likelihood-
based Bayesian framework to estimate the GMM-based BLP models. One approach is to impose
additional distributional assumptions to obtain a full posterior. Examples include Chen and Yang
(2007) and Jiang, Manchanda and Rossi (2009). Alternatively, for the benefit of preserving the
original assumptions of the GMM-IV estimator, I transform the GMM criterion to the quasi-
posterior likelihood by an exponential operation proposed by Chernozhukov and Hong (2003).
Specifically, the quasi-posterior takes the form

L(✓;X,Z) =
e�

1
2gmm(✓;X,Z)⇡(✓)´

⇥ e�
1
2gmm(✓;X,Z)⇡(✓)d✓

(14)

where gmm(✓;X,Z) are derived in a similar fashion as in NFP, except that the criterion here
is specified as a function of both ✓1 and ✓2. Thus, the fixed-point iterations are reintroduced to
form the quasi-posterior10. The mean of the quasi-posterior is named the quasi-Bayesian esti-
mator, which are, under mild regularity conditions,

p
n-consistent and first-order asymptotically

equivalent to GMM estimator. Therefore, the standard deviations of the quasi-posterior can be
used as the standard deviations of the parameters.

Chernozhukov and Hong (2003) use MCMC to draw from (14). However, the MCMC sim-
ulation routine suffers two significant limitations. First, it is very time consuming. Because
the Markov chain is sequential, the computation task cannot be distributed to multiple threads
and thus the entire chain has to be run on one core. Second, it is hard to determine whether
the Markov chains converge or not. Unfortunately, these concerns are especially relevant when
MCMC is used for BLP RC logit models. The irregularity of the GMM criterion translates into
the irregularity of the quasi-likelihood and consequently a long chain is required for convergence.
Also, as the second simulation shows, MCMC may fail to converge even with 1,000,000 runs.

9To derive the standard deviations, one simplifying assumption is that @2�
(@✓2)2

|✓2,true = 0. Thus, there is no need
to code the second-order derivatives.

10To compute the quasi-posteriors, I impose a stringent convergence tolerance of 10�14 for the fixed-point itera-
tions.
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In light of the above disadvantages, I employ the density-tempered SMC in place of MCMC
as the simulation technique. The density-tempered SMC resolves the major convergence issue of
MCMC by delivering an exact sampling from the target distribution. Also, the independence of the
SMC particles enables the use of parallel computing to boost the computation speed. Specifically,
the quasi-posteriors in (14) are most time-consuming to compute as a result of the fixed-point
iterations. By carrying out these tedious tasks associated with each particle simultaneously on
multiple cores, the total runtime is substantially decreased. In contrast to MCMC, which samples
from the target distribution by running a Markov chain, the density-tempered SMC involves a
sequence of importance sampling that gives an exact sampling from the desired distribution. In
particular, it starts with sampling from an easy-to-sample initialization distribution and ends with
a set of independent samples from the target distribution. To reconcile the differences between
the two distributions, a sequence of tempering densities are built to smooth the transition. Mean-
while, there exists the problem of deterioration of the particles associated with every importance
sampling, and thus support boosting via MCMC is needed to increase the effective number of
samples. For the following part of Section 4, I will explain the details of the design of SMC.
The description follows the order of the initialization sampling, tempering densities and support
boosting. The comparable MCMC simulation routine is discussed in the last subsection.

4.1 Initialization Sampling

The first step of the density-tempered SMC approach is to sample from an easy-to-sample
distribution, i.e., to conduct initialization sampling. Following Duan Fulop and Hsieh (2015), I
exploit the information from MPEC estimation to form the initialization sampling. In particular,
N

p

independent samples are randomly drawn from the initialization distribution

I(✓) ⇠ N(✓̂
MPEC

, 25V̂ 2
MPEC

) (15)

The variances of the initialization sampler are set twenty-five times as large as those of the
MPEC estimates. Alternatively, I experiment with variances of four and one-hundred times.
Theoretically, the only technical requirement that validates the initialization sampler is that it
must have a support no less than that of the target distribution. However, with a finite number
of samples in real application, the distribution of the initialization sampler still influences the
results. A concentrated distribution based on MPEC estimates is informative and promotes the
efficiency of the search process. The increase in efficiency results not only from a starting set of
samples that have higher densities, but also from a smaller number of tempering densities that are
adaptively constructed (detailed in the next subsection). On the other hand, relying excessively
on MPEC results may confine the search to an unreasonably narrow horizon. Thus, it is necessary
to broaden the initial sampler, despite that this choice increases computation time. Given these
considerations, I apply a multiplier of twenty-five to the MPEC variances. I believe it is a good
initialization sampler: it does not assign an overwhelmingly high weight to MPEC estimation
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and at the same time is not too uninformative so as to inflate the computation burden. In the
Appendix A.2, I use the first simulation to demonstrate the differences in estimation that are
caused by various choices of variances for the initialization sampler.

For the vector of coefficients on the unobservable demographics �, MPEC imposes a non-
negative constraint. To remove such a constraint to facilitate the Bayesian analysis, I reparametrize
the coefficients as

r = ln(�) (16)

As for the initialization density of r, I sample from independent joint normal distribution with
the mean ln(�̂

MPEC

) and standard deviation V̂
�,MPEC

. They are different from the actual mean
and standard deviation of r̂

MPEC

, but are sufficient to form a theoretically qualified initialization
sampler.

An alternative candidate for the initialization sampler is an uninformative prior distribution,
which is a common choice in Bayesian analysis since researchers often do not possess any informa-
tion of the coefficients beforehand. Nevertheless, in the case of BLP RC logit model, there does
exist a fast-computing optimization algorithm that quickly identifies some local minima of the
GMM criterion function and, hence, provides valuable prior information. Consequently, I choose
the MPEC estimates as the center of the initialization sampler to improve the efficiency of the
SMC algorithm. One way that the initialization sampler affects efficiency is by influencing the
trajectory of density tempering sequence, which is covered in the next subsection.

4.2 Tempering Densities

It is possible in theory to obtain a sampling of the target density by a one-step importance
sampling from the initialization sampler. All that requires is to attach important weights to the
sample points from the initialization distribution. Unfortunately, the initialization distribution
and the desired density are likely to be very different, causing a great variability of the importance
weights and consequently a poor approximation. Del Mal, Doucet and Jasra (2006) introduce the
idea of tempering to deal with uneven importance weights. By building a sequence of intermedi-
ate densities that moderate the difference between the initialization distribution and the target
distribution, we can obtain a good representation of the desired distribution through a multi-step
important sampling with the auxiliary tempering densities.

In the paper, the tempering densities are constructed as

f
�l
(✓|X,Z) � (

L(✓;X,Z)

I(✓)
)�lI(✓), l = 1, 2, ...L (17)

where L(✓;X,Z) is the target density formulated as the quasi-posterior in (14). I(✓) is the
initialization sampler described in the previous subsection. {�

l

; l = 1, 2, ..., L} represents the

12



tempering sequence that increase from 0 to 1. Thus, f
�l
(✓|X,Z) is a series of densities that

include the initialization distribution (� = 0), the intermediate densities (0 < � < 1) and the
target quasi-posterior (� = 1). The quasi-posterior, in particular, takes the form

L(✓1, ✓̃2;X,Z) =
e�

1
2gmm(✓1,✓̃2;X,Z)⇡(✓1, ✓̃2)´

⇥ e�
1
2gmm(✓1,✓̃2;X,Z)⇡(✓1, ✓̃2)d✓1d✓̃2

(18)

where ✓1 =

"
✓1k

✓1p

#
and ✓̃2 = [⇧, ln(⌃)] = [✓

d

, r], where ✓
d

is a (K+1)⇥n
d

matrix of coefficients

on the observable demographics and r is a (K+1)⇥1 vector of reparametrized coefficients on the
unobservable demographics. ⇡(✓1, ✓̃2) is a prior density that is strictly positive and continuous
over ⇥. To form the GMM criterion, it is necessary to go through the fixed point iterations to
retrieve �(✓2). Rather than imposing the constraint in (11) to reduce the number of arguments
entering into the criterion, I keep ✓1 as free parameters, because (11) is a relationship that only
has to hold at the global minimum. For the prior densities, I use uninformative prior for all
the coefficients to accommodate the reality that researchers generally do not possess any prior
information on the coefficients beforehand.

There are more than one way to form the tempering densities. For instance, Duan and Fulop
(2015) propose to start from the uninformative prior distribution and put the tempering weight
on the marginal likelihood. An alternative approach is to weight the joint posterior to form the
auxiliary densities as does in Del Mal, Doucet and Jasra (2006). My choice of the initialization
sampler and consequently the tempering scheme is based on the more efficient scheme proposed
by Duan Fulop and Hsieh (2015), in which they argue that a good initialization sampler serves to
temper the importance weights and reduce the number of tempering steps needed.

Moving from f
�l�1

(✓|X,Z) to f
�l
(✓|X,Z) is accomplished by reweighing the particles by the

ratio of the two densities. The unnormalized incremental weights are specified as

w(�
l�1, �l, ✓i;X,Z) =

f
�l
(✓|X,Z)

f
�l�1

(✓|X,Z)
�

(L(✓;X,Z)
I(✓) )�lI(✓)

(L(✓;X,Z)
I(✓) )�l�1I(✓)

= (
L(✓;X,Z)

I(✓)
)�l��l�1 (19)

Then based on (19), the normalized weights are computed according to

W (�
l�1, �l, ✓i;X,Z) =

w(�
l�1, �l, ✓i;X,Z)

P
N

j=1w(�, �l, ✓j ;X,Z)
=

(e�gmm(✓1i,✓̃2i;X,Z)⇡(✓1i, ✓̃2i)/I(✓i))�l��l�1

P
N

j=1(e
�gmm(✓1j ,✓̃2j ;X,Z)⇡(✓1j , ✓̃2j)/I(✓j))�l��l�1

(20)
Analogous to the acceptance rate in MCMC, which allows the cancellation of the integral part

of the quasi-posterior, it is the normalized weight that eliminates the infeasible integration and
thus enables the implementation of the density-tempered SMC to the quasi-posterior. Based on
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the normalized weight and the resulting effective sample size (ESS)11 , the next temper term �
l

is
adaptively chosen with a simple grid search so that the ESS stays close to some pre-specified con-
stant, usually 50% of the sample size. Following the determination of �

l

, resampling is performed
to obtain an unweighted sampling of the next tempering density and also keep the focus of the
computation effort on areas of high probability.

4.3 Support Boosting

Reweighting and resampling leads to sample impoverishment, i.e. the deterioration of the
support of the samples, a situation that calls for support boosting to generate new effective
particles. Support boosting is achieved by running Metropolis-Hastings (MH) moves to propose
particles from the tempering densities. I apply the multi-block random-walk MH algorithm to
boost the sample support for each tempering density that is adaptively chosen. To do so, I group
the parameters into three blocks (✓1, r, ✓

d

) and propose new candidates for (✓1, r, ✓
d

) according
to

✓t+1
1 = ✓t1 +MVN(0, ⌫

✓1I)

rt+1 = rt +MVN(0, ⌫
r

I) (21)

✓t+1
d

= ✓t
d

+MVN(0, ⌫
✓d
I)

For a given tempering density �
l

, the acceptance probabilities are computed sequentially ac-
cording to

↵
l

(✓t1, ✓
t+1
1 |rt, ✓t

d

) = min(1,
(
L(✓t+1

1 ,r

t
,✓

t
d;X,Z)

I1(✓
t+1
1 )

)�lI1(✓
t+1
1 )

(
L(✓t1,r

t
,✓

t
d;X,Z)

I1(✓t1)
)�lI1(✓t1)

)

↵
l

(rt, rt+1|✓t+1
1 , ✓t

d

) = min(1,
(
L(rt+1

,✓

t+1
1 ,✓

t
d;X,Z)

Ir(rt+1) )�lI
r

(rt+1)

(
L(rt,✓t+1

1 ,✓

t
d;X,Z)

Ir(rt)
)�lI

r

(rt)
) (22)

↵
l

(✓t
d

, ✓t+1
d

|✓t+1
1 , rt+1) = min(1,

(
L(✓t+1

d ,✓

t+1
1 ,r

t+1;X,Z)

Id(✓
t+1
d )

)�lI
d

(✓t+1
d

)

(
L(✓td,✓

t+1
1 ,r

t+1;X,Z)
Id(✓td)

)�lI
d

(✓t
d

)
)

Since the transition kernel is constructed with the tempering density as the invariant distri-
bution, and the old particles are an exact sampling from the tempering density, the MH move
will result in an exact sampling from the same distribution but with an increased ESS. More
MH moves do no damage, but require more computation time. Similar to Duan, Fulop and Hsieh

11ESS= 1
N

PN
i=1[W (�,�l,✓i;X)]2
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(2015), I adapt a self-criterion to determine the number of MH moves to take. For the independent
RC logit model, I require a cumulative acceptance rate12 of at least 200%. For the correlated RC
logit model, I increase the threshold to 300%.

The random-walk MH algorithm is easy to implement. However, the choice of the random-
walk step sizes can be tricky. The general rule I apply is to construct the step sizes as a decreasing
function of the tempering terms. The step sizes are tailored case by case to keep the acceptance
rates in the range of 0.2 to 0.6. Rather than the random-walk MH, Duan Fulop and Hsieh (2015)
use independent normal proposal density. In particular, they set the mean and variance of the
proposal density equal to those of the current samples. It is a very intuitive method to render
high acceptance rate, especially for the estimators that follow normal distribution. This approach,
however, does not apply very well to the simulated data sets used in the paper due to nonnormality
of the quasi-posteriors.

4.4 MCMC

To demonstrate the power of the density-tempered SMC approach, I apply a comparable
MCMC method to implement simulation as well. The quasi-posterior is formed in the same
manner as in the SMC method. The Markov kernel is also constructed with the multi-block
random-walk Metropolis-Hastings algorithm, which parallels what I use in the support boosting
step in SMC. The step size of the random walk is chosen according to the general rule that the
acceptance probabilities for each block fall within [0.3, 0.4]. For each of the three simulations, I
use the MPEC estimates as the starting values and run a 1,000,00013 chain.

In the following Results section, a comprehensive comparison among SMC, MCMC and MPEC
is provided. I will first go over the results by MPEC. Then I will do a case by case analysis of the
estimation by the density-tempered SMC and MCMC.

5 Results

To compare the estimation by SMC, MCMC and MPEC, I use the simulation framework by
Dube, Fox and Su (2012). Their data generating process is based on the independent RC logit
model where both the absence of observable demographics and the diagonal specification of ⌃

result in uncorrelated random tastes. The advantage of such specification is that the estimators are
well-behaved. Nevertheless, there is another widely applied specification that includes observable
demographics to account for the correlation between the tastes. To take into consideration this
important type of RC logit model, I add to the original simulation framework one demographic

12The cumulative acceptance rate is computed by accumulatively adding the sum of the acceptance rates of each
block.

13Jiti Gao and Han Hong (2014) point out that MCMC is still sensitive to the starting values and can be local.
For the purpose of comparison with SMC, the starting particle is set as the MPEC estimates, which are also the
center of the initialization distribution for SMC.
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variable that interacts with every product attribute. Unfortunately, the authors only provide the
MATLAB code for the independent RC logit model. To incorporate the demographic variable, I
have to accommodate their code to the correlated RC logit model. In addition to the substantial
extra coding effort, I also make a few modifications to some settings in the original code. The
details of the simulation procedures are discussed in the Appendix A.1.

I conduct three simulations. The first simulation is exactly the same as the one reflected in the
downloaded code. The second simulation preserves all the features of the previous one except adds
one demographic variable as a dependent variable of the taste coefficients. The problem with this
simulation stems from a large correlation between two exogenous product characteristics. The high
magnitude of correlation is not problematic for the original specification of independent random
tastes, but will cause nonconvergence of MCMC when the demographic variable is included.
Hence, for the third specification, I adjust the correlation from -0.8 to -0.4 for the correlated RC
logit model. As we will see in the next subsection, MPEC converges to a unique GMM value
for the independent RC model but reports multiple local minima for the two specifications where
demographics are incorporated.

5.1 Simulation Results with MPEC

Table 1 presents both the estimates and convergence summary for the three simulations.
For each simulation, MPEC is implemented with 50 randomly generated starting values. In the
baseline simulation of independent RC logit model, a unique minimum GMM value of 21.35 is
reported for the 49 cases of convergence14, indicating the existence of unique minimum. When
demographics are incorporated, however, the algorithm converges to multiple values, showing the
existence of multiple local minima. For the correlated RC logit model with the correlation of -0.8,
MPEC reports 48 cases of convergence to three different GMM values that are identified as local
minima: 18.60, 72.10 and 218.12. In the third simulation where the magnitude of correlation
is lowered to -0.4, MPEC reports convergence with 44 starting values and converges to 5 GMM
values: 19.21, 19.30, 69.95, 79.14 and 221.96. Judging from the convergence results, MPEC
estimation of the third model is most questionable due to both the existence of multiple minima
and the fact that the two smallest GMM values are very close.

As for the coefficient estimates, the estimated parameters in first simulation are generally
quite close to the true parameters. This result, in conjunction with the convergence report,
demonstrates an example of a situation where MPEC provides good estimation. Interestingly,
for the simulations with demographics, there is disparity between the quality of the estimates
and the convergence report. Despite that the convergence results point to a potentially more
problematic third simulation, its estimates exhibit significant improvement to those of the second
simulation. The better estimation is most apparent for some of coefficients associated with the

14I define convergence as an exitflag of 1, which corresponds to “first-order optimality measure was less than
options” according to MATLAB official documentation.
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three nonconstant exogenous product characteristics: the linear parameters and the parameters
representing the interaction with demographics. In particular, the estimates of the six parameters
are both closer to the true values and have smaller standard deviations. This conflict manifests
the limitation of MPEC. It only finds a lowest minimum of the criterion for a fixed number of
starting values and gives a rough idea of the existence of multiple local minima.

Intuitively, the story conveyed by the estimates is more reasonable than what is indicated by
the convergence result. After all, it makes more sense that the estimation in the third simulation is
better: because the lower magnitude of correlation between independent variables makes it easier
to identify the additional contribution of each variable. This intuition is confirmed by Bayesian
statistics.

5.2 Results with Bayesian Statistics

5.2.1 Independent RC logit Model

For the default setting without demographics, Table 2 presents the estimation results by
MPEC, MCMC and SMC. It is not surprising that the three methods render similar estimations
in terms of both mean and standard deviations, since the MPEC convergence summary indicates
the existence of a unique local minima. As a well-shaped criterion translate into a regular quasi-
posterior, both of the Bayesian approaches have good performances. For MCMC, time series
plots of the Markov chains (Figure 1) generally show good convergence. Also, the histograms
of most coefficients (Figure 2) have a single mode. As for SMC, the simulated quasi-posteriors
represented by the histograms (Figure 3) just resemble those of the MCMC and are well-shaped.
One exception is �c, whose Markov chain is quite volatile and does not converge well. Even for this
parameter, the histograms by MCMC and SMC consistently exhibit serious negative skewness.

The first simulation does not really speak in favor of the density-tempered SMC method,
because all three methods have similar estimations. SMC is superior to MCMC only in terms
of computation speed: the SMC algorithm takes 10 hours to run while the Markov chains re-
quire 5 days to construct15. However, both of the Bayesian approaches are substantially more
time-consuming than MPEC. MPEC with 50 starting values takes less than half an hour. Also,
neither of the Bayesian methods finds a lower GMM value than MPEC16. Nevertheless, when
the correlation between the random tastes are introduced by the common demographics, MPEC
identifies multiple local minima. This situation calls for Bayesian methods that are more robust
to the presence of multiple local optima.

15I run all the algorithms using MATLAB 2014b on a desktop computer equipped with Intel Core i7-4790 and
16GB of RAM.

16I use exactly the same set of random number generator as in the downloaded code from Dube’s website.
Nonetheless, when I change the value of the random number generator, there does occur a situation where SMC
gives a lower GMM value than MPEC.
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5.2.2 Correlated RC logit Model with COV (X1, X2) = �0.8

With the inclusion of a demographic variable that interacts with every product characteris-
tics, interesting results emerge. MPEC, MCMC and SMC provide disparate estimates that are
all significantly different from the true values (Table 2). The most significant disparities occur
for the coefficients related with the exogenous product characteristics: ✓c1, ✓x11 , ✓x21 , ✓x31 , ✓c

d

, ✓x1
d

,
✓x2
d

and ✓x3
d

. The poor estimation of those coefficients are also evident from time series plots of
Markov chains (Figure 4), which demonstrate apparent nonconvergence. The failure of conver-
gence with such a long Markov chain precludes MCMC from providing reliable estimation, as the
validity of which hinges on the convergence to the target distribution. In this case, MCMC merely
plays a diagnostic role that indicates irregularity of the quasi-posterior. To uncover the cause of
nonconvergence, it is necessary to turn to the density-tempered SMC approach that delivers an
exact sampling of the quasi-posterior. Figure 6 exhibits the histograms of the coefficients by the
SMC approach. It is apparent that most coefficients suffering nonconvergence have a bimodal
quasi-posterior. Taking the linear coefficient ✓x31 as an example, the histogram exhibits two peaks
at approximately -1 and 2.5, resulting in a mean estimate of -0.1324. In contrast, the estimate of
-1.1070 by MCMC is around the lower peak.

There are two caveats from the simulation. First, in situations similar to this scenario, neither
MPEC nor MCMC renders reliable estimation. In this case, MPEC results alone does not raise any
warnings; around half of the starting values converge to the lowest minimum and the three local
optima are very different. Without knowing the true parameter values, researchers would take the
bad estimates and proceed to conduct counterfactual analysis that is possibly misleading. MCMC
is more informative than MPEC in the sense that the nonconvergence does suggest a problematic
estimation. But it is extremely impractical since the long Markov chain takes a long time (8 days)
to run and the nonconvergence voids the estimation.

Second, it is a demonstration of the possibility that the nonregularity of GMM criterion of the
BLP models leads to bad estimation. In this case, I use the simulated data set generated from
BLP RC logit model and apply the same demand model for estimation; there is no misspecifi-
cation. Also, the IV’s are not only valid but also very strong: they are generated from taking
the linear part of the prices that is independent from the structural errors. The fact that only a
finite sample of individuals are used to simulate the market shares may bring some biases to the
simulation. Despite this compromise, I believe that the simulation creates an ideal data set to
be estimated with BLP RC logit model. Given that a data set like this results in a problematic
estimation, it is very likely that any real data will suffer the same problem, which demands the
application of the SMC approach that is both informative and fast-computing. The SMC method
gives a representative sampling from the quasi-posterior, which conveys more information of the
criterion than MPEC. Moreover, the parallel computing for the independent particles accelerates
the computation speed, making it a practical approach for application. For this simulation, it
costs less than 20 hours to run SMC, and the computation time can be substantially curtailed by
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running the program on a computer with more CPU cores or on CUDA enabled GPU’s.

One possibility that results in the nonregularity is the large magnitude of the correlation
between two independent variables. In the third simulation, I adjust the correlation from -0.8 to
-0.4 and the estimation for most coefficients does improve.

5.2.3 Correlated RC logit Model with COV (X1, X2) = �0.4

In the final simulation with a reasonable degree of correlation between X1 and X2, the three
approaches give more consistent and close-to-true-value point estimates for most of the coefficients
(Table 4). The improvement in estimation is also evident from a better convergence of MCMC
(Figure 7) and from more regular-shaped quasi-posteriors that are simulated by both MCMC
(Figure 8) and SMC (Figure 9). For three coefficients associated with the constant, however, the
estimates by the three methods differ. MCMC estimation again is eliminated, since the Markov
chains for them are not well converged. Between MPEC and SMC, SMC gives better estimation
for ✓c1 and �c. Especially for the latter, the samples by SMC exhibit a flat mass between 0 and
1.5, resulting in a mean estimate of 0.9113 that is much closer to the true value of 0.7071 than
the MPEC estimate of 0.0000.

Despite that MPEC reports convergence at five local optima with the two lowest optima
very close to each other, the estimation results and the Bayesian analysis show an improvement in
estimation compared with the previous case. Consequently, the existence of multiple local minima
does not necessarily suggest a problematic MPEC estimation. On the other hand, applying the
SMC does improve the point estimation for some coefficients and can help to identify cases of bad
estimation like the previous case. Given the reasonable computation time required by SMC, any
rigorous analysis should consider using this method together with MPEC to assure the reliability
of the estimations for modern structural models like BLR RC logit models.

6 Further Discussions

6.1 Implications on Counterfactual Analysis

The paper so far has been devoted to the estimation of coefficients. For most of the empirical
industrial organization literature, the coefficient estimates are used as intermediate output for
counterfactual analysis, which is the ultimate motivation for the research. BLP RC logit models
are used widely for counterfactual merger analysis. Predictions for both post-merger prices and
change in consumer surplus are computed as functions of the estimated coefficients. It is the
strength of the Bayesian approaches that is to simulate the moments of any arbitrary functions of
the coefficients. Thus, it would be illuminating to apply the SMC approach for the estimation of
higher moments (most importantly the variances) of the counterfactual variables, which are not
attainable by MPEC.
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Unfortunately, the borrowed simulation framework prohibits me to further illustrate the power
of the SMC approach in terms of examining the post-merger prices and change of consumer surplus.
A good simulation framework that enables the counterfactual merger analysis must also generate
true post-merger prices as the benchmark. To derive the true post-merger prices, I will have to
obtain marginal costs and then use them compute the new prices by solving a system of FOCs
that underline the post-merger market structure. Dube, Fox and Su (2012) generate market prices
from an ad hoc function of the exogenous product characteristics and the unobservable product-
specific shock rather than from a specification of the market equilibrium. Thus, to simulate the
post-merger prices, the first step is to recover the underlying marginal costs that support the
generated prices. These costs are easily retrieved by solving a set of linear equations for each
market:

(p
j

�mc
j

)
@s

j

@p
j

+ s
j

= 0, j = 1, 2, ..., J (23)

Then based on the recovered costs that supports the pre-merger market equilibrium, the second
step is to solve for the true post-merger prices from the post-merger FOCs:

(ppost �mc)⌦post(ppost) + spost(ppost) = 0 (24)

where ⌦post is a matrix of the first-order derivatives that represent the post-merger market
structure. The problem of their simulation framework is that there is no stable17 numerical
solution of ppost for most of the markets, since the system of equations are highly nonlinear in
ppost. Consequently, there is no true post-merger prices that can be derived from the framework
and I have to abandon the discussion of counterfactual analysis18.

6.2 Limitations

Admittedly, there is only one data set used for each simulation model. It is true that for
most of Monte Carlo analysis, hundreds and thousands of data sets are generated to support the
argument. However, the focus of the paper is to propose a density-tempered SMC approach and
advocate it as a necessary complement to the MPEC method rather than proposing a Bayesian
approach that improves the statistical efficiency of estimates. Given the purpose of the research,
a few representative cases would suffice for demonstrating the limitation of the optimization
approach and the usefulness of the SMC approach. Also, the three data sets are generated with
exactly the same setting of random number generator as in the downloaded code; they are not

17I apply the MATLAB solver fsolve to equation (24). However, with different thresholds for TolFun, the solutions
vary wildly.

18In another paper of mine, “When Demand is Estimated with a Misspecified Model: Logit Models with GMM
Estimation”, I use a framework that enables the discussion of post-merger analysis. To do so, I generate pre-merger
market prices as market equilibrium outcomes and use the same set of marginal costs to derive the true post-merger
prices by solving (24). Nevertheless, I find that the coefficients of the models have to be carefully selected to ensure
that (24) has stable solutions.
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carefully selected for the benefit of storytelling. Of course, it is always more convincing to use
more data sets. The major restricting factor is the long computation time required by the MCMC
method. Since it has been demonstrated to be inferior to the density-tempered SMC approach,
future versions of the paper will focus on comparing MPEC and SMC by repeatedly applying
them to different sets data simulated from the same model.

Another limitation of the analysis is that the implementation details does affect the estimation
by the SMC approach. One example of such detail is the choice of variances of the initialization
sampler. In the Appendix A.2, I provide a full comparison of the results with three different
variances: four, twenty-five and one-hundred times of the MPEC variances. Different choices
have moderate effects on the estimations of means and standard deviations. In addition to the
initialization sampler, other details such as the step size of the moving step and the threshold
cumulative acceptance rate all exert different degrees of influence on the estimation. The best
way to minimize the effects of implementation specifics is to increase the number of independent
particles. After all, all those details result in different samples from the target distribution;
and the larger the number of samples, the more representative they are, the less influence the
implementation details have. The current choice of 10,000 independent particles is comparable
with a 1,000,000 MCMC chain19. Of course, it is always a more robust strategy to increase the
number of samples, if the increased computation burden does not outweigh the benefit.

Throughout out the paper, the SMC process is implemented with MATLAB Parallel Comput-
ing Toolbox. Depending on the specifications, one SMC process takes about 10 hours to 20 hours
to run on MATLAB20. The computation speed can be enormously boosted by coding the SMC
algorithm in MATLAB whereas writing the computation of GMM values in CUDA mex files to
run on GPUs. It is possible that the SMC approach implemented with CUDA enabled GPUs will
take even less time to run than MPEC. Future versions of the paper will run parallel computing
on GPUs. With further enhanced computation speed, the previous limitations can be resolved.

7 Conclusion

As one of the most prominent class of structural models in the empirical literature, BLP RC
logit demand models has motivated the development of the fast-computing MPEC algorithm to
replace the previous NFP algorithm. However, MPEC is still subject to the major limitations
shared by most deterministic optimization algorithms: it only finds local optima and the results
are sensitive to the choice of numerical solvers. To resolve the issues associated with MPEC while

19For MCMC, applying a burn-in of 500,000 and taking one out of every consecutive fifty elements result in
10,000 samples that can be treated as independent.

20Similar to NFP, the most time-consuming part of the SMC algorithm is to implement the fixed-point iterations.
Although not presented in the paper, preliminary Monte-Carlo experiments with independent RC logit model show
a substantial dispersion in the computation time for different data sets with the identical number of observations.
The data set used in the paper takes a relatively long time due to a large number of fixed-point iterations for each
particle. There are other generated data sets that only require 1/5 the computation time of the current data set.
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preserving the weaker assumptions of the BLP IV-GMM estimator, I utilize the computational
technique from Bayesian statistics by transforming the GMM criterion to the quasi-posterior in
the spirit of Chernozhukov and Hong (2003).

Instead of the following the sampling technique of MCMC in the literature, I propose a density-
tempered SMC approach. This method makes use of the MPEC estimation results to form the
initialization sampler from which a set of independent particles are drawn. The transition from the
initialization sampler to the target quasi-posterior is bridged by forming a series of intermediate
tempering densities and adaptively utilizing a subset of these auxiliary densities. The SMC ap-
proach is both reliable and practical. It is an exact sampling from the target distribution and thus
is free from the convergence requirement. Also, the independence of particles allows the utilization
of modern parallel computing technology that substantially reduces the computation time. In the
current draft, I utilize the less-than-ideal MATLAB Parallel Computation Toolbox to compute the
quasi-posteriors for each independent particles. The power of this strategy is restricted by a small
number of CPU cores. Alternatively, total runtime can be substantially shortened by executing
parallel computing on CUDA enabled GPUs, which are equipped of hundreds and thousands of
cores.

I apply the density-tempered SMC approach along with MPEC and a comparable MCMC
method to three simulations based on the framework used in Dube, Fox and Su (2012). The
experiments first eliminate MCMC as a feasible approach, as it takes an enormous amount of
time to compute and fails to converge for the second simulation with observable demographics.
The choice between MPEC and SMC is a tradeoff between time and information. Depending on
the specification, MPEC with 50 starting values takes 0.5 to 2 hours to complete, while the com-
putation time for SMC is between 10 to 20 hours. Nevertheless, MPEC merely provides a limited
amount of information: a set of point estimates that corresponding to the lowest local minimum
and a preliminary convergence summary that is not informative of the quality of estimation. In
contrast, SMC samples from the quasi-posterior that is informative of (but not equivalent to)
the distribution of the posteriors. Further Monte-Carlo experiments based on different data sets
generated from the same model will be conducted to compare the numerical efficiency of the two
methods.
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Appendix

A.1 Simulation Details

The simulation framework is based on the synthetic data-generating process developed by
Dube, Fox and Su (2012). For the convenience of readers, I provide the details of the simulation
process below, retelling Appendix B.1 in their paper.

To generate datasets based on the demand model in Section 2, T = 50 independent markets
are constructed, each with the same set of J = 25 products. The demand specification consists of
1) an intercept, 2) K = 3 observable product-specific exogenous characteristics, 3) an unobservable
product-specific attribute and 4) the endogenous prices21. The three exogenous characteristics
are generated as follows:
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The unobservable characteristic is simulated as ⇠
j,t

⇠ i.i.d.N(0, 1). In addition, each product j
has a market-specific price generated as follows:
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⇠ N(0, 1) is an innovation that enters prices.

For each product j in market t, there is a separate vector, z
j,t

, of D = 6 underlying instruments
generated as follows: z
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a uniform random variable and e
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include higher-order polynomial expansions of the excluded instruments, z

j,t

, and the exogenous
regressors, x

j,t

: z2
j,t,d

, z3
j,t,d

, x2
j,t

, x3
j,t

,
Q

D

d=1 zj,t,d,
Q

K

i=1 xi,j,t, z
j,t,d

x
j,t,1 and z

j,t,d

x
j,t,2. In total,

there are 42 moments.

There are five dimensions of consumer preference, ✓
i

= {✓c
i

, ✓k1
i

, ✓k2
i

, ✓k3
i

, ✓p
i

} (an intercept, K
= 3 attributes and the price), each distributed independently normal with means and variances:
E[✓

i

] = {�1.0, 1.5, 1.5, 0.5,�3.0} and V ar[✓
i

] = {0.5, 0.5, 0.5, 0.5, 0.2}.

To simulate the integral in the market share equation (7), they take n
s

= 1000 independent
standard normal draws and argue that since the focus is not on numerical integration error, the
same set of draws are used to compute market shares in the data generation and estimation phases.

The data generating process used in the paper follows the downloaded MATLAB code from
Dube’s website22. There are some slight differences between the description above and the actual

21The idiosyncratic shocks are integrated out analytically, and thus there is no need to generate them.
22http://faculty.chicagobooth.edu/jean-pierre.dube/research/MPECcode.html
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process reflected in the downloaded code. For instance, the number of products in each market is
randomly generated from a uniform distribution in contrast to the fixed number described in their
appendix. Also, the number of simulated individuals in the code is 100 rather than 1000. Finally,
E[✓c

i

] is equal to 2 as opposed to -1. For the second and third simulation, I add one demographic
variable to the framework, D

i

⇠ N(0, 1). The interaction parameters are set as ✓
d

= [1, 1, 1, 1, 1].
Simulation 3 is only different from simulation 2 in that it has a lower magnitude of correlation
between x1,j and x2,j : corr(x1,j , x2,j) = �0.4.

There are three modifications to the MATLAB code downloaded from Dube’s website. First,
I generate purely random starting values for the nonlinear parameters as if no prior information
exists, while the original code proposes starting values around the true parameters. Second, I
replace the solver ktrlink with fmincon on MATLAB 2014b due to lack of access to the former
solver23. Finally, with the inclusion of demographics, I have to recode the analytical gradient
and Hessian. The new functions accommodate both the independent and the correlated RC logit
model and are tested with Nevo’s semi-fabricated cereal data set. The renovated program finds the
same set of coefficients and the lowest GMM value as are documented by Knittel and Metaxoglou
(2014).

A.2 Choice of Initialization Sampler

With a fixed number of particles, different choices of initialization sampler give rise to varia-
tions in the estimation results. To demonstrate this effect, I use the independent RC logit model
as an example to conduct SMC with different initialization samplers. In particular, I experiment
with three initialization distributions I(✓) ⇠ N(✓̂

MPEC

, NV̂ 2
MPEC

) , where N=4, 25 and 100. The
estimates corresponding to the three experiments are presented in right panel of Table 2. Also,
Figure A.2.1, A.2.2, A.2.3 are the histograms for the coefficients. It is not surprising that the
estimated means and standard deviations with different initialization samplers exhibit some vari-
ations. For instance, one of the coefficients with the largest variation is ✓c1. Its point estimates are
1.4941, 1.5930 and 1.4751 and the standard deviations are 0.3199, 0.3737 and 0.3214. Even for this
parameter, the degree of variation is limited and the histograms have similar shapes, indicating
a reliable estimation by the Bayesian approach, which is not sensitive to different initialization
samplers.

In addition to parameter estimates, I document the computation time, tempering sequences
and acceptance rates of the MH moving associated with the three alternatives in Table A.2.1. As
evident from the table, as N rises, both the number of tempering terms and the computation time
go up. The number of tempering densities (including the repetition in the support boosting step)
are 22, 36 and 43 for N=4, 25 and 100, respectively. Also, the three SMC procedures take roughly
9, 15 and 20 hours. This positive relationship is quite intuitive. With a small N, the starting

23For fmincon to work, it is important to select the algorithm interior-point. Also, HessPattern is no longer
needed as fmincon with the interior-point algorithm does not have such an input option.
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samples are concentrated around the lowest local minimum found by MPEC. Given the continuity
of the GMM criterion function, the quasi-densities at the initial sample points are relatively large
and flat, leading to even normalized weights and large ESS. As a result, less tempering terms are
adaptively chosen and the computation is faster. On the contrary, when N is big, the samples
are dispersed with uneven weights and consequently more tempering densities will be built to
bridge the transition from the initialization sampler to the quasi-posterior. Judging from the
computation time, it is tempting to choose the smallest N that is the least time-consuming. A
small standard deviation of the initialization sampler, however, will restrict the search scope to a
small region centering the MPEC estimates, which are not necessarily corresponding to the global
minimum of GMM criterion. This is not a problem when the sample size goes to infinity, since the
only theoretical requirement for initialization sampler is that it must have a support no less than
that of the target distribution. With a finite sample size, nonetheless, it is important to expand
the searching region for a more representative sampling. Therefore, given the tradeoff between
the computation time and search scope, I apply N=25 for the three simulations.
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Time (Sec) 30544.47 54350.27 71990.26
# temper_seq α(θ)** α(σ) temper_seq α(θ) α(σ) temper_seq α(θ) α(σ)
1 0.01 0.369 0.368 0.01 0.264 0.306 0.01 0.246 0.255
2 0.01 0.371 0.367 0.01 0.268 0.314 0.01 0.241 0.254
3 0.01 0.371 0.367 0.01 0.258 0.314 0.01 0.237 0.251
4 0.03 0.316 0.352 0.01 0.255 0.308 0.01 0.233 0.254
5 0.03 0.318 0.354 0.02 0.208 0.283 0.01 0.238 0.254
6 0.03 0.314 0.344 0.02 0.210 0.283 0.02 0.213 0.226
7 0.03 0.306 0.349 0.02 0.212 0.282 0.02 0.215 0.226
8 0.08 0.358 0.398 0.02 0.212 0.289 0.02 0.215 0.225
9 0.08 0.363 0.396 0.02 0.216 0.275 0.02 0.217 0.225
10 0.08 0.358 0.407 0.04 0.234 0.266 0.02 0.212 0.225
11 0.19 0.403 0.536 0.04 0.237 0.263 0.04 0.295 0.270
12 0.19 0.403 0.538 0.04 0.233 0.267 0.04 0.302 0.271
13 0.19 0.393 0.530 0.04 0.232 0.270 0.04 0.296 0.271
14 0.41 0.475 0.591 0.04 0.226 0.268 0.04 0.301 0.270
15 0.41 0.471 0.587 0.08 0.253 0.302 0.07 0.285 0.423
16 0.76 0.344 0.362 0.08 0.261 0.306 0.07 0.286 0.431
17 0.76 0.340 0.354 0.08 0.261 0.305 0.07 0.280 0.431
18 0.76 0.339 0.355 0.08 0.254 0.300 0.12 0.257 0.396
19 1 0.278 0.287 0.16 0.288 0.427 0.12 0.261 0.400
20 1 0.283 0.289 0.16 0.290 0.426 0.12 0.260 0.402
21 1 0.281 0.287 0.16 0.290 0.427 0.12 0.253 0.399
22 1 0.278 0.285 0.3 0.314 0.431 0.21 0.260 0.244
23 0.3 0.317 0.434 0.21 0.259 0.250
24 0.3 0.320 0.440 0.21 0.258 0.250
25 0.54 0.243 0.362 0.21 0.252 0.245
26 0.54 0.243 0.357 0.35 0.261 0.334
27 0.54 0.258 0.359 0.35 0.272 0.332
28 0.54 0.246 0.357 0.35 0.266 0.336
29 0.92 0.321 0.286 0.35 0.262 0.328
30 0.92 0.333 0.285 0.56 0.225 0.269
31 0.92 0.330 0.297 0.56 0.225 0.270
32 0.92 0.323 0.287 0.56 0.228 0.263
33 1 0.322 0.280 0.56 0.227 0.271
34 1 0.326 0.276 0.56 0.225 0.266
35 1 0.329 0.272 0.85 0.205 0.251
36 1 0.325 0.276 0.85 0.194 0.249
37 0.85 0.201 0.247
38 0.85 0.207 0.243
39 0.85 0.204 0.248
40 1 0.324 0.252
41 1 0.318 0.245
42 1 0.316 0.250
43 1 0.325 0.247

TABLE A.2.1 TEMPERING SEQUENCES AND ACCEPTANCE RATES, INDEP RC LOGIT MODEL 

N*=4 N=25 N=100

N*: the table documents the tempering sequences and the MH acceptance rates associated with three alternative initialization samplers. They all set MPEC 
estimates as the center of the distribution while use different variances, which are obtained by applying the multiple N to MPEC variances.

α(θ)**: the average acceptance rate for the block in the support boosting step.
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# of Exitflag 1*: 49/50 # of exitflag 1: 48/50 # of exitflag 1: 44/50
# of Exitflag 2**: 1/50 # of exitflag 0***: 2/50 # of exitflag 0***: 6/50
GMM Values with Exitflag 1: GMM Values with Exitflag 1: GMM Values with Exitflag 1:

21.35(49) 18.60(22)**** 72.10(21) 218.12(5) 19.21(22) 19.30(3) 69.95(17)
79.14(2) 221.96(1)

TRUE MPEC_est MPEC_sd TRUE MPEC_est MPEC_sd TRUE MPEC_est MPEC_sd
θ1

c 2 1.4675 0.3354 2.0 1.6585 0.5992 2.0 1.4219 0.6457

θ1
x1 1.5 1.7880 0.2119 1.5 3.2451 1.0248 1.5 1.5649 0.2037

θ1
x2 1.5 1.6085 0.2130 1.5 2.8554 0.9761 1.5 1.5203 0.2314

θ1
x3 0.5 0.3248 0.1331 0.5 -0.5782 0.6893 0.5 0.2531 0.2129

θ1
p -3 -2.7033 0.1552 -3.0 -3.0201 0.2243 -3.0 -2.9233 0.2022

σc 0.7071 0.6358 0.3266 0.7071 0.7779 0.6540 0.7071 0.0000 1.0733
σx1 0.7071 0.6074 0.1207 0.7071 0.8285 0.1529 0.7071 0.6145 0.1293
σx2 0.7071 0.7129 0.0641 0.7071 0.6139 0.2399 0.7071 0.8356 0.1215
σx3 0.7071 0.7238 0.0519 0.7071 0.8194 0.1387 0.7071 0.8174 0.1065
σp 0.4472 0.3282 0.0735 0.4472 0.4028 0.0926 0.4472 0.3511 0.0916
θd

c 1 1.1339 0.6717 1 1.1376 0.6571

θd
x1 1 -0.2408 0.8099 1 0.9001 0.1687

θd
x2 1 0.0261 0.7896 1 0.8832 0.1595

θd
x3 1 1.6666 0.5334 1 1.0861 0.1508

θd
p 1 1.0640 0.1057 1 1.0386 0.1151

Sample Size: 528
*Exitflag 1: first-order optimality measure was less than options.
**Exitflag 2: change in x was less than options.
***Exitflag 0: number of iterations exceeded options.
****In the parenthesis is the number of starting values that converge to the corresponding GMM value.

COV(X1,X2)=-0.4
INDEP RC LOGIT MODEL CORR RC LOGIT MODEL

COV(X1,X2)=-0.8

TABLE 1: MPEC ESTIMATION OF THE SIMULATIONS
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TRUE MPEC_est MPEC_sd Post_mean Post_sd Accept_Rate Post_mean Post_sd Post_mean Post_sd Post_mean Post_sd
θ1

c 2 1.4675 0.3354 1.5239 0.2939 0.3270 1.4941 0.3199 1.5930 0.3737 1.4751 0.3214

θ1
x1 1.5 1.7880 0.2119 1.8114 0.1654 0.3270 1.7908 0.2179 1.7848 0.2453 1.7957 0.2546

θ1
x2 1.5 1.6085 0.2130 1.6304 0.1628 0.3270 1.6189 0.2077 1.6128 0.2435 1.6192 0.2361

θ1
x3 0.5 0.3248 0.1331 0.3385 0.1021 0.3270 0.3356 0.1348 0.3320 0.1488 0.2902 0.1914

θ1
p -3 -2.7033 0.1552 -2.7269 0.1443 0.3270 -2.7364 0.1402 -2.8104 0.2022 -2.8153 0.2045

σc 0.7071 0.6358 0.3266 0.5193 0.2778 0.3077 0.5875 0.3155 0.5834 0.3132 0.6471 0.4903
σx1 0.7071 0.6074 0.1207 0.5634 0.1219 0.3077 0.5983 0.1281 0.5491 0.1672 0.5386 0.1849
σx2 0.7071 0.7129 0.0641 0.7082 0.0595 0.3077 0.7049 0.0865 0.7029 0.0858 0.6619 0.0951
σx3 0.7071 0.7238 0.0519 0.7289 0.0446 0.3077 0.7297 0.0606 0.7379 0.0674 0.7788 0.0616
σp 0.4472 0.3282 0.0735 0.3438 0.0703 0.3077 0.3456 0.0682 0.3809 0.0980 0.3874 0.0990

Sample Size: 528

MCMC*: the length of Markov chain is 1,000,0000. The step sizes are 0.015 and 0.03 for θ1 and γ, respectively. Reported is the sample mean and standard deviation of the last 500,000 particles. 
Alternatively, subsamples taking every 20th and 100th particles give almost identical results.

 SMC**

TABLE 2:  ESTIMATIONS FOR THE INDEPENDENT RC LOGIT MODEL

4VAR(MPEC) 25VAR(MPEC) 100VAR(MPEC)
MPEC MCMC*

SMC**: the density-tempered SMC with a normal initialization sampler with means equal to MPEC estimates and variances equal to four, twenty five and one hundred times as large as MPEC 
variances.
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TRUE MPEC_est MPEC_sd Post_mean Post_sd Post_mean Post_sd
θ1

c 2 1.6585 0.5992 1.5439 0.5024 2.7338 0.5237

θ1
x1 1.5 3.2451 1.0248 4.0413 0.6511 3.2407 2.4344

θ1
x2 1.5 2.8554 0.9761 3.6477 0.6252 2.8563 2.4822

θ1
x3 0.5 -0.5782 0.6893 -1.1070 0.4388 -0.1324 1.4844

θ1
p -3 -3.0201 0.2243 -3.0858 0.1955 -3.3296 0.2923

σc 0.7071 0.7779 0.6540 0.6632 0.4307 0.3960 0.3925
σx1 0.7071 0.8285 0.1529 0.7566 0.1626 0.5011 0.3354
σx2 0.7071 0.6139 0.2399 0.7196 0.1865 0.8375 0.2828
σx3 0.7071 0.8194 0.1387 0.8326 0.1240 0.7952 0.2320
σp 0.4472 0.4028 0.0926 0.4143 0.0754 0.5332 0.0919
θd

c 1 1.1339 0.6717 1.3481 0.5285 0.2942 0.7287

θd
x1 1 -0.2408 0.8099 -0.8555 0.5090 -0.4948 2.1027

θd
x2 1 0.0261 0.7896 -0.6039 0.5035 -0.2725 2.2031

θd
x3 1 1.6666 0.5334 2.0944 0.3272 1.6239 1.2212

θd
p 1 1.0640 0.1057 1.0916 0.0907 1.1752 0.1225

Sample Size: 528

MCMC*: the length of the chain is 1,000,0000. The step sizes are 0.015, 0.05, 0.01 for θ 1, γ and θd, respectively. Reported is the 
sample means and standard deviations of the last 500,000 particles. Alternatively, subsamples taking every 20th and 100th particles 
give almost identical results.

SMC**: the density-tempered SMC with a normal initialization sampler, which has the means of MPEC estimates and standard 
deviations of  five times those of the MPEC.

TABLE 3:  ESTIMATIONS FOR CORR RC LOGIT MODEL, COV(X1,X2)=-0.8

 SMC**MPEC MCMC*
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TRUE MPEC_est MPEC_sd Post_mean Post_sd Post_mean Post_sd
θ1

c 2 1.4219 0.6457 1.1413 0.3701 1.6932 0.5208

θ1
x1 1.5 1.5649 0.2037 1.5725 0.1419 1.6378 0.1099

θ1
x2 1.5 1.5203 0.2314 1.4447 0.1726 1.3343 0.0954

θ1
x3 0.5 0.2531 0.2129 0.1815 0.1572 0.3720 0.1410

θ1
p -3 -2.9233 0.2022 -2.9195 0.1362 -3.2638 0.0814

σc 0.7071 0.0000 1.0733 0.7168 0.4701 0.9113 0.5343
σx1 0.7071 0.6145 0.1293 0.6664 0.1380 0.6389 0.1442
σx2 0.7071 0.8356 0.1215 0.8247 0.1184 0.8278 0.1605
σx3 0.7071 0.8174 0.1065 0.8250 0.0954 0.8819 0.0817
σp 0.4472 0.3511 0.0916 0.3658 0.0656 0.4383 0.0697
θd

c 1 1.1376 0.6571 1.4327 0.3796 1.5753 0.5569

θd
x1 1 0.9001 0.1687 0.8774 0.1171 0.8648 0.0899

θd
x2 1 0.8832 0.1595 0.9040 0.1328 1.0237 0.0673

θd
x3 1 1.0861 0.1508 1.1470 0.1093 1.0397 0.0979

θd
p 1 1.0386 0.1151 1.0284 0.0761 1.1905 0.0483

Sample Size: 528

SMC**: the density-tempered SMC with a normal initialization sampler, which has the means of MPEC estimates and standard 
deviations of  five times those of the MPEC.

TABLE 4:  ESTIMATIONS FOR CORR RC LOGIT MODEL, COV(X1,X2)=-0.4

MPEC MCMC*  SMC**

MCMC*: the length of the chain is 1,000,0000. The step sizes are 0.015, 0.05, 0.01 for θ 1, γ and θd , respectively. Reported is the 
sample means and standard deviations of the last 500,000 particles. Alternatively, subsamples taking every 20th and 100th particles 
give almost identical results.
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