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Abstract 

Decades of psychological research has linked gratitude to a variety of emotional and 

psychophysical benefits. However, it is unknown how gratitude is generated by the brain. In the 

first study to examine gratitude at the neuroimaging level, gratitude in the context of receiving a 

gift correlated with activation in the perigenual anterior cingulate cortex and the medial 

prefrontal cortex (Fox et al, under review). However, the self-reported ratings of the 

instrumentality of the gift and the amount of effort taken by the giver did not explain variance in 

brain activation within any region. To further investigate how these factors are represented at 

the neural level, the dataset was reanalyzed with multi-voxel pattern analysis (MVPA) methods. 

The MVPA analysis demonstrated that voxels within brain regions involved in emotional 

processing and social cognition could classify high versus low categorizations of these two 

factors: need and effort. Thus, these regions may carry information related to the need and 

effort parameters that modulate gratitude.   
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Introduction  

In recent decades, psychological research has linked the emotion of gratitude to lasting personal 
and social benefits. Two recent longitudinal studies suggest that gratitude creates social support 
and protects against depression and stress (Wood, 2008). Previous research has demonstrated 
that gratitude is generated when a person receives a gift that fulfills an essential need and 
comes at great effort (Tesser et  al., 1968; Lane and Anderson, 1976). A recent neuroimaging 
study on the neural correlates of gratitude has localized aspects of this emotion in the medial 
prefrontal cortices, regions associated with social cognition, moral evaluation, and subjective 
value judgment (Fox et al., under review). However, it is unknown how the brain encodes the 
related contextual factors that underline gratitude, particularly the need and effort parameters 
that were highlighted in previous studies. The processing of effort and need is usually 
transparent—one does not typically “decide” to become grateful after a full analysis of the facts.  
Uncovering the brain networks that carry out these calculations under the surface of the 
gratitude response can yield interesting insight into the subtle ways we perceive the things 
others do for our benefit. Such processes are likely carried out in a way that is difficult to 
measure using traditional approaches to functional brain imaging. In the past few years 
however, affective neuroscientists are beginning to utilize machine learning techniques to gain a 
better understanding of the underlying neural networks involved in the production and 
regulation of emotion.  A similar approach to studying gratitude can reveal fine-tuned detail in 
how the brain generates this complex phenomenon, and perhaps help us understand how to 
better generate gratitude in our daily lives. 

In my Honors Thesis project, I reanalyzed the first dataset to directly examine the neural 
correlates of gratitude (Fox et al., under review) to reveal additional insight into how the brain 
processes this complex emotion. The original study examined the neural correlates of gratitude 
using a slow event-related experimental design. Subjects were instructed to imagine themselves 
as victims in the Holocaust as they received a series of gifts. The amount of gratitude felt by the 
subjects was modulated by two main factors: the instrumentality of the gift (how much was it 
needed) and the effort taken by the giver in providing the gift. A life-saving gift was perceived as 
high need, and a gift that risked the giver’s life was perceived as high effort. Throughout the 
trials, need and effort varied considerably among the gifts, and consequently so did the 
gratitude. In the initial analyses, a general linear model (GLM) was used to indicate how ratings 
of gratitude explained variance in blood oxygenation level dependent (BOLD) signal throughout 
the brain. The BOLD responses in emotional brain regions such as the ventromedial and the 
dorsomedial portions of the prefrontal cortex (MPFC) and the anterior cingulate cortex (ACC) 
correlated with the amount of gratitude felt by the subject. Although the study was designed to 
uncover the neural correlates of gratitude, the subjects additionally rated each gift in terms of 
the need and effort parameters. When these ratings were used as regressors, they did not 
uniquely explain variance in any brain regions. Since subjects were focused on gratitude, their 
self-reported gratitude ratings are likely the best measure to explain brain activity during an 
emotional response to the stimuli, and that need and effort, when analyzed independently, 
cannot account for variance in brain activity. Neural activity related to varying levels of need and 
effort may be averaged out with nearby voxels across the univariate GLM analysis, leaving open 
the possibility that need and effort may indeed be encoded by the brain at a finer resolution. 
Additionally, a GLM analysis would not be sensitive to a distributed pattern of activity related to 
need and effort within a brain region, but MVPA can reveal when a spatial pattern of activity is 
modulated by a specific variable (Kriegeskorte, et al. 2007). Thus, a MVPA approach can be used 
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to identify brain regions that convey information about an experimental variable (Kriegeskorte, 
et al., 2006). Past research has used a multi-voxel pattern analysis approach to identify brain 
regions sensitive to likability when a GLM analysis was not sensitive enough to detect this 
finding (Sobhani , et al., 2012).  

In this investigation, MVPA was used to examine the dataset provided by Fox et al., (under 
review) to determine whether there are unique BOLD signal patterns for stimuli (gifts) that can 
differentiate levels of need and effort. To do so, this analysis was completed in two steps: a 
theory driven region of interest (ROI) analysis and an exploratory searchlight analysis. In the 
region of interest analysis, voxels were input into the classifier from regions that both have 
socioemotional functions and project directly or indirectly to the MPFC and the ACC. Since it is 
theorized that need and effort have a modulatory impact on gratitude, it is likely that brain 
regions that encode these parameters have a modulatory effect on the regions correlated with 
gratitude. In the searchlight analysis, voxels throughout the brain were used as classifier inputs 
to identify other regions that could classify need and effort above chance. If such a classification 
could be made, the location of this discrimination would possibly reveal which brain areas 
process the experience of receiving gifts of varying levels of need and effort, revealing insight 
into how the brain calculates these parameters of gift receipt. If the pattern classifier can 
identify distinguishable networks that encode levels of need and effort, then this analysis can 
greatly inform our understanding of gratitude and the experience of emotion in general.   

The following was hypothesized for the MVPA analysis: Voxels in areas involved in social 
cognition and theory of mind will be able to discriminate low versus high effort stimuli, as 
encoding effort likely involves perspective taking. Also, voxels in areas involved in value 
representation will be able to discriminate low versus high need stimuli, as the receipt of 
something needed would likely generate a reward signal. Given these predictions, the regions of 
interest were selected by examining meta-analyses of neuroimaging experiments on social 
cognition and value processing (Neurosynth). The ROIs include: the insula, nucleus accumbens, 
secondary somatosensory cortex, posteromedial cortices, and the temporal pole. Additionally, 
as noted before, most of these regions have extensive connections to regions that correlated 
with gratitude: the MPFC and ACC. The MPFC and ACC were also included as ROIs to examine 
their roles in need and effort separately.  

 

Methods 

Participants 

The participants in this study were recruited from the USC psychology subject pool in addition to 
recruitment from advertisements around the USC campus. The final sample included 23 
participants (12 female) with an average of 21 years old (min = 18; max = 28; sd = 2.21). All 23 
participants were given informed consent, and all procedures were done in accordance with 
USC’s Institutional Review Board policies on human subjects’ research.  

Procedure 

The experiment consisted of subjects viewing 48 scenarios in the fMRI scanner. This was 
performed in four runs of 12 scenarios each. The scenarios were constructed from Holocaust 
survivor testimonies taken from the USC Shoah Foundation Institute’s Visual History Archive. 
These scenarios were about 30 words in length on average, and each scenario included a 
scenario where the survivor received a gift from another person. Subjects were asked to read 
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each stimulus as it was presented as text on a screen. For each stimulus, the subjects were 
asked to play the role of the Holocaust victim and imagine that the scenario was happening to 
them. Each stimulus was presented for ten seconds, which was followed by a 12 second 
reflection period presented with a blank light-blue screen. In this reflection period, participants 
were asked to reflect on the gift that they were given and to feel how they would have felt in 
that scenario. Participants were asked to form as deep and realistic of a reaction as they could 
during this time. After the reflection period, participants self-reported their gratitude in 
response to the scenario on a scale of 1-4, with a 1 equating to a small amount of gratitude, and 
a 4 equating to an overwhelming feeling of gratitude. After this rating period, a rest period 
began with a fixation cross. The rest period was jittered from 8 to 16 seconds and averaged 12 
seconds (See Figure 1).  

 

Figure 1. Task Design 

Stimulus presented for 10 seconds; Reflection screen then presented for 12 seconds, where 
subjects are asked to reflect on the gift. Then subjects self-reported gratitude during a 6s 
response period. Rest periods were jittered from 8-16 seconds. 

After four runs of the experiment, participants were removed from the fMRI scanner and asked 
to reevaluate each stimulus in the same order as before. During this process, they rerated each 
stimulus in effort, need and gratitude on a scale of 1-9. In terms of need, participants were 
asked to use the lowest ratings for gifts in which little or no physiological, psychological, or basic 
need was met, and in contrast, the highest ratings were to be applied to scenarios where a gift 
greatly impacted or saved their life. In terms of effort, low ratings were used for scenarios 
where the giver’s effort was minimal, and high ratings were used for scenarios where the giver 
put his or her life at risk in order to provide the gift. After this reevaluation process with the 
original scenarios, participants were given a set of questionnaires such that their responses 
could be correlated to their behavior and brain activity during the experiment.  
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Image Acquisition and Preprocessing 

Brain imaging was performed at the Dana and David Dornsife Cognitive Neuroscience Imaging 
Center at USC. Functional and structural magnetic resonance imaging was employed using a 
Siemens 3T scanner. Four functional runs, one anatomical MPRAGE, and one T2 weighted image 
was acquired for each subject. Prior to performing the functional scans, structural images were 
collected in radiological convention with 176 slices, dimensions: 224 x 256 x 176 and then 
resampled with voxel dimensions 1 x 1 x 1 mm, TR 1950ms. For functional scans, 250 volumes 
were acquired, with 37 slices per volume. The TR used was 2000ms, with an interslice time of 54 
and a TE of 30ms.  In plane resolution was 64 x 64. Voxel resolution was 3.5 x 3.5 x 3.5mm, with 
no slice gap, the flip angle was 90 degrees.  

The data was preprocessed using FSL. Brains were registered to standard space using FLIRT and 
motion corrected using MCFLIRT. Skull extraction was performed with the BET tool; slice-timing 
correction was performed using Fourier-space time-series phase-shifting; the dataset was 
intensity normalized by a single multiplicative factor; and highpass temporal filtering was carried 
out to remove temporal drift and other noisy frequencies.   

 

Multivoxel Pattern Analysis 

PyMVPA software was used to perform the multivariate analyses. The data entered into the 
classifier represented BOLD activation from the reflection period, as volumes were taken from 
the six TRs 4s delayed from the duration of the reflection period (to account for delay of the 
hemodynamic peak). To scale each feature (voxel) in the same range, each voxel was Z-scored 
against the rest condition. These results were averaged across the six volumes in a stimulus to 
yield a single example for each stimulus which was later input in the classifier. For every 
classification procedure, a support vector machine (SVM) was used as the corresponding 
classification algorithm. Stimuli were divided into high need (or high effort) and low need (or 
low effort) stimuli depending on the self-reported rating of the stimulus. A rating of 7-9 was 
defined as high value and a rating of 1-3 was defined as low value. Stimuli with ratings of 4-6 
were removed to reduce ambiguity and improve classification performance. Given the variable 
nature of self-reported ratings, many subjects had an imbalanced number of high and low 
ratings within a run. Thus, stimuli were randomly removed to create an equal amount of high 
and low trials for each run.  

In the region of interest (ROI) analysis, voxels from each ROI were input into the classifier. ROIs 
included bilateral portions of the anterior cingulate cortex (ACC), subgenual anterior cingulate 
cortex, the medial prefrontal cortex (MPFC), the nucleus accumbens, the inferior posteromedial 
cortex, the superior posteromedial cortex, the temporal pole, the secondary somatosensory 
cortex (S2), the anterior insula, and the posterior insula. Cross-validation was done on a leave-
one-run-out basis, and this was repeated for all four folds (runs). Therefore, the classifier made 
a prediction on each run in a balanced dataset, which included 20 stimuli on average. This was 
repeated for every subject that had at least 1 high and low rating for need and effort for all four 
runs (15 subjects for the need analysis; 13 subjects for the effort analysis). Each ROI’s 
classification performance was calculated by averaging the results from each subject.  

Next a searchlight classification procedure was applied in an exploratory whole-brain analysis. 
Each voxel in the brain was tested with a sphere of surrounding voxels at a radius of 4 voxels in 
every direction. Using a leave-one-run-out cross-validation procedure, a map of voxels and 
corresponding prediction accuracies were produced. Accuracy per cross-validation fold was 
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averaged, resulting in a percentage correct attribute for each voxel within a subject. After this 
map was transformed into standard space, each voxel’s percentage correct attribute was 
averaged across subjects, resulting in a final map of classification accuracies across voxels. 
Voxels whose accuracy attribute survived statistical significance testing were included in the 
classification accuracy maps (see below for a more detailed description).  

To test for significance in the ROI analyses, binomial tests were performed to compare accuracy 
values at each ROI to chance performance (50% in the case of high need vs. low need). To test 
for significance in the searchlight analyses, t-tests were performed to compare classification 
accuracy at the voxel level to chance performance. Results were then corrected for multiple 
comparisons using the false discovery rate (FDR) method at p < 0.05. The number of multiple 
comparisons was found by dividing the gray matter volume in the whole brain by the volume of 
a searchlight sphere. Due to common optimistic classification bias with this MVPA approach, 
additional permutation testing was performed. Each searchlight analysis was repeated 200 
times with permuted training sets. No voxels distribution significantly differed from chance, 
suggesting there was no optimistic classification bias with this classification procedure. Also, 
empirical accuracy maps (from paragraph above) were entered into t-tests to compare accuracy 
values to this improved chance performance distribution. Only voxels that survived this 
statistical test at FDR corrected p < 0.05 were included in final classification accuracy maps 
shown in the figures.  

 

Results 

In the region of interest (ROI) analysis for need, the resulting classification accuracies for four 
ROIs significantly deviated from chance (p < 0.05). The highest accuracy was in right secondary 
somatosensory cortex (S2) at 60% (p = 0.0071). Also results for the right temporal pole (56.9%), 
left nucleus accumbens (55.5%), and the left posteromedial cortex (54.0%) were statistically 
significant. Other ROIs were near significance as they had classification accuracies over or at 
54%, so they were included in Table 1 with the significant results for reference.  

Table 1 – Need ROI Results 
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In the region of interest (ROI) analysis for effort, the resulting classification accuracy for one ROI 
significantly deviated from chance (p < 0.05): the right inferior posteromedial cortex (56.5% 
accuracy, p = 0.0184). Other ROIs were near significance as they had classification accuracies 
over or at 54%, so they were included in Table 2 with the significant results for reference. 

Table 2 – Effort ROI Results 

 

In the searchlight analyses, voxels that passed statistical testing (see methods) where included 
in a classification map for either need or effort. Notably for need, high classification accuracies 
were found in bilateral portions of the insula, bilateral portions of the motor cortex, right S2, the 
dorsomedial prefrontal cortex,  the frontal pole, and the left posteromedial cortex (see Figure 
2). 

 

Figure 2 – Need Searchlight Results 

 

 



  Cross 

9 
 

Notably for the effort searchlight analysis, high classification accuracies were found in bilateral 
portions of the dorsolateral and dorsomedial prefrontal cortex (see Figure 3).  

 

 

 

 

 

 

 

Figure 3 – Effort Searchlight Results  

 

Discussion 

In this experiment, a dataset examining the neural correlates of gratitude was reexamined with 
a data analysis method that is more sensitive to fine-tuned differences in voxel activity. In the 
initial analysis, the general linear model was used to identify brain activity that correlated with 
the subjects’ self-reported ratings. Gratitude explained variance in BOLD signal in the medial 
prefrontal cortex and the perigenual anterior cingulate cortex. However, the need and effort 
ratings could not be used to explain variance in BOLD signal in any specific brain region. In order 
to further investigate how need and effort are represented by the brain, the data was analyzed 
with a machine learning method known as multi-voxel pattern analysis (MVPA). The aim of this 
multi-voxel pattern analysis approach was to: 1. determine whether voxels within a priori 
regions of interest carry information related to need or effort and 2. identify voxels activity 
patterns that could classify high versus low need or high versus low effort throughout the brain.  

In the region of interest analysis of the need parameter of gratitude, four brain regions could be 
used to classify self-reported need at a level above significance: right S2, right temporal pole, 
left nucleus accumbens, and left superior posteromedial cortex. The finding in the left nucleus 
accumbens promotes the hypothesis that need is represented in value representation regions. 
This finding is compatible with our psychological understanding of need, as the receipt of 
something wanted or needed would likely involve a heavy reward component. Additionally, 
prior studies and meta-analyses have linked the posteromedial cortices to various aspects of 
social cognition, including mentalizing/perspective taking (Gallagher & Frith, 2003; Lynch, 2013; 
Neurosynth). Gratitude is inherently a social emotion, so it was expected to find social cognitive 
regions involved in the components that make up gratitude. The role of the temporal pole is also 
demonstrated to be social and emotion, as it is theorized that this regions binds complex 
perceptual inputs into visceral emotional responses (Olson, 2007). In this context, the temporal 



  Cross 

10 
 

pole may play a role in integrating the semantic and visual properties of a text based stimulus 
with an emotional appraisal of that stimulus. Also, right S2 had the highest classification 
accuracy for need (60%). This region is directly involved in proprioception and body perception 
(Neurosynth). Additionally, previous research suggests that S2 may play a role in emotional 
processing. Activation in this region has been found during the self-generation of emotions 
(Damasio et al, 2000). Correspondingly, another study discovered that damage to the right 
somatosensory cortex severely impairs the visual recognition of emotion (Adolphs et al., 2000). 
In the searchlight analysis, voxels in bilateral portions of the insula classified need at a level 
above chance (p < .05). The insula is also heavily involved in the body perception, mostly in the 
context of interoception, and this region has bidirectional connections with S2 (Critchley et al., 
2004; Neurosynth). With these results, it seems plausible that the perception of body states is a 
factor dictating how gratitude is modulated by how much a gift is needed. Although these 
findings are exploratory, they complement the experimental design, as subjects “received gifts” 
that often satisfied a physiological or bodily need, such as the relief of hunger or physical 
discomfort.  

In the region of interest analysis of the effort parameter of gratitude, only the right inferior 
posteromedial cortex could be used to classify high versus low effort. Again, a meta-analysis has 
highlighted this regions involvement in perspective taking and social cognition (Neurosynth, 
Yarkoni, 2011). This result supports the initial prediction that effort would be processed by 
mentalizing/theory of mind regions. Additionally, another region in the theory of mind network, 
the dorsomedial prefrontal cortex (dmPFC), was located in the searchlight analysis of effort. In a 
similar study, subjects imagining receiving help from others elicited activity in the dmPFC 
(Decety & Porges, 2011). Since this region’s activity correlated with gratitude in the initial GLM 
analysis, there is ample evidence that this region plays a large role in the generation of 
gratitude.  

However, multi-voxel pattern analysis is not immune to the reverse inference problems that 
have plagued the fMRI community over the past decade, especially at the searchlight level 
(Poldrack, 2011). There are many hidden variables that can contribute to high classification 
accuracy within a brain region. For example, subjects in this experiment reported their level of 
gratitude via button press in the scanner. Since gratitude, need, and effort ratings are 
correlated, voxel patterns that can discriminate high versus low need (or effort) may be solely 
sensitive to the motor plan that the subject is computing seconds before the button press. In 
fact, since many voxels in bilateral regions of the motor cortex were located in the searchlight 
analysis, this alternative explanation seems logical. Subsequent experiments will need to control 
for these factors more directly.  

On the other hand, this study was not designed to maximize power in a MVPA analysis. 
Therefore, there may be false negatives as well. Classifier performance increases with a higher 
number of trials within a subject. In this analysis however, a classifier was trained on as few as 
ten stimuli within a subject, which is far lower than the typical MVPA experiment. Additionally, 
there tends to be a large degree of inter-subject variability in experiments examining abstract 
emotions such as gratitude. Unlike a visual task, where a specific brain region may encode a 
certain type of stimulus in every subject, it is likely that need and effort are represented 
differently across subjects. Again, these are important factors that will be accounted for in 
subsequent experiments.  

Altogether, this study adds to our understanding of how gratitude is generated by the brain. This 
is the first fMRI study to investigate gratitude; therefore each result makes a novel contribution 
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to a nascent subject area. Regions related to the perception of body states, value 
representation, and social cognition may process information related to how much a gift is 
needed. In addition, regions related to social cognition and theory of mind may process 
information related to how much effort the giver goes through when providing a gift. These 
results are a step towards uncovering the neural circuits involved in emotional feelings. To a 
certain extent, need and effort represent hidden components of a conscious grateful response, 
thus this analysis directs us towards potential sites involved in the subliminal appraisal of 
emotion. Further analyses will need to take a more model-based approach to reveal how fine-
tuned interactions between social and emotional circuitry mediate the generation of gratitude.   
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